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EXECUTIVE SUMMARY 
Enterprise organizations everywhere and across all industries are embarking on a transformation journey to bring speed, agility, simplicity, 
consistency, and cost-effectiveness to their IT and application infrastructure that supports business innovation, and accelerates growth.  

Today, more data is being generated, captured, and analyzed than ever before. Data is being captured not just from our traditional enterprise 
applications or web applications, but also at the edge – that is from devices and connected systems that are at the intersection of people, places, 
and things. An intelligent edge allows us to act upon the data where it is generated, when it is generated without the need to move the data back 
to a central location for decision and action. 

The challenges of back and forth data transmission include cost and latency. These two factors drive the need to process data in real time at the 
edge. 

The cost of transmitting data from the edge to the core or cloud is directly proportional to the amount of data that has to be transmitted within a 
specified, constrained time period. There was a time when top line local area network speeds were 10Mb or even 100Mb per second. Now, we 
are seeing network speeds of 10Gb, 25Gb and even 100Gb per second. That’s just for local traffic. The edge systems may also be located in 
service vehicles or in other remote locations that cannot be serviced with local area types of networking. In this case, we need to rely on cell 
technology, DSL, cable or other, slower transmission protocols to transfer data from the edge to the core or cloud, which may be more expensive 
on a per MB basis and slower. (Note: According to several sources, including Deutsche Telekom, 5G will potentially top out at about 10Gb/sec in 
the future1, because it limits the amount of data that can be transmitted within a specific period of time.) 

Transmission of data also introduces latency from the time the information is collected until it has accrued enough to begin the analysis of that 
data. Latency has the potential of reducing the efficacy of the analysis, or worse, may call the success of the analysis into question. In addition to 
the expense associated with data movement, when data is transmitted from external sources, security concerns are introduced. These security 
concerns must be addressed to ensure the data and the systems are not intruded upon. So, it is recommended to process as much data at the 
edge as possible and only transmit a subset of the data to the core.  

If there is data to collect or analyze at the intelligent edge, it is ideal to locate that collection and/or analysis at the edge. The ideal environment is 
one where we can develop and train applications in the core or cloud and then deploy them at the edge for collection of data, analysis of data, or 
for inferencing. In this scenario, data only needs to be sent back to the data center or cloud when that data is needed for training of updated 
models, or for larger scale analysis where data from multiple edge locations can be combined to spot trends across the enterprise. 

IT manages applications in a hybrid environment, be it on-premises, the cloud or an edge environment, with the same set of tools across the 
entire environment. So, there is a need to make the applications portable. Therefore, we need a common set of standards to avoid creating silos. 
To overcome this challenge, open source technology can be used to future proof the organization and not get locked in with exploding costs as 
the workloads and workload requirements grow. 

In order to unleash business opportunities through digital transformation, enterprises need to overcome these restrictions with the new concepts 
and solutions of the next generation of IT practices. 

Hewlett Packard Enterprise recognizes the next wave of technology innovation will be built on more agile application development using modern 
cloud-native architectures, with portability across any infrastructure from edge to core to cloud. Containers and Kubernetes are central to this 
new approach, providing key enabling technology to ensure the organizations’ success in their data analytics journeys across the hybrid cloud. 

The HPE Container Platform, leverages the unique functionality and data analytics experience from BlueData and MapR, together with open 
source Kubernetes for container orchestration. This is the industry’s first enterprise-grade container platform designed to run both 
microservices-architected cloud-native and monolithic non-cloud-native applications with persistent data for hybrid cloud deployments spanning 
on-premises, public cloud, and edge environments. 

 
 
 
 
1 Found at https://www.telekom.com/en/company/details/5g-speed-is-data-transmission-in-real-time-544498 

http://www.hpe.com
https://www.telekom.com/en/company/details/5g-speed-is-data-transmission-in-real-time-544498
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The HPE Container Platform provides an enterprise-class solution to deploy and manage containerized environments at scale with Kubernetes. 
Developers have secure on-demand access to their environments so they can develop apps and release code faster, with the portability of 
containers to build once and deploy anywhere. IT teams can manage multiple Kubernetes clusters with multi-tenant container isolation and data 
access, for any workload from edge to core to cloud. They can extend the benefits of containers beyond cloud-native microservices-architected 
stateless applications, providing the ability to containerize monolithic stateful applications with persistent data. 

This document provides the reader with information regarding the deployment of HPE Container Platform on HPE Edgeline servers and the best 
practices acquired from the deployment. 

Target audience: This document is intended for CTOs, CIOs and administrators who are planning on or considering an IoT deployment that will 
benefit from video analytics, machine learning, deep learning or artificial intelligence at the point of data collection at the edge. In addition, 
anyone with interest in such alternatives associated in data analysis may benefit from these concepts. 

Document purpose: This Reference Configuration provides an overview of the deployment of the HPE Container Platform on the HPE Edgeline 
Converged Edge Systems. 

This Reference Configuration describes the solution testing performed in February 2020. 

INTRODUCTION 
The industry trend shows that the computing workloads are being deployed closer to the data – this could be in on-premise data centers, in the 
public cloud, or at the edge. The goal is to boost the performance of applications and reduce the cost of running them by avoiding cost and 
latency hit of large scale data transfers. The added benefit of this approach is that it reduces the bandwidth requirements associated with 
transmission of data between edge to core and vice versa.  

In many cases, the latency introduced by the back-and-forth transmission of data makes the data less impactful, or even useless. A fine example 
is in the case of autonomous cars: collecting, processing, and making decisions based on data right at the edge makes autonomous driving 
feasible. If the data is sent to a data center or cloud to be processed, it would introduce delays that would make autonomous driving untenable.  

As of 2018, 10% of data was created and/or processed outside the data center or cloud. Gartner estimates that by 2025, that will be 75% of all 
data1.  

Edge computing is defined as solutions that collect and analyse data closer to the source of the data. In the context of the Internet of Things 
(IoT), the sources of the data will typically be devices with sensors embedded within them. In a retail environment, they may also be video 
collection devices, cameras that can be monitored and analysed to provide information such as customer counts, customer sentiment, section of 
a store or display rack a customer is looking at, and so on.  

Hewlett Packard Enterprise has a suite of servers that have been hardened so that they can be deployed in locations that have harsher 
conditions than traditional data center environments. For example, HPE Edgeline servers are capable of being deployed on factory floors or in 
stadium venues that traditionally do not lend themselves to data center class systems. 

  

 
 
 
 
1 Gartner: What Edge Computing Means for Infrastructure and Operations Leaders - https://www.gartner.com/smarterwithgartner/what-edge-computing-means-for-infrastructure-

and-operations-leaders 

http://www.hpe.com
https://www.gartner.com/smarterwithgartner/what-edge-computing-means-for-infrastructure-and-operations-leaders
https://www.gartner.com/smarterwithgartner/what-edge-computing-means-for-infrastructure-and-operations-leaders
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Hewlett Packard Enterprise is fundamentally changing the equation by delivering a container platform for a broader range of application 
architectures, with portability across edge environments. HPE Container Platform includes the HPE Data Fabric that leverages IP from MapR to 
deliver a persistent data layer for applications from edge to core to cloud. HPE Container Platform also eliminates the complexity and expense of 
a virtual machine layer - with bare-metal containerization which eliminates the VM “performance tax” while ensuring enterprise-grade security, 
bare-metal performance, scalability, and reliability. 

According to Gartner, adoption of containers and Kubernetes is increasing for cloud-native applications with 75% of global organizations 
expected to be running containerized applications by 20221. At the same time, containerized workloads spanning hybrid environments are also 
set to increase over the next few years. Container use is also growing rapidly, and vendors are investing heavily in bringing this to the enterprise 
market as customers are preparing to invest in containers as part of their digital transformation initiatives2. 

The HPE Container Platform, combines BlueData, HPE Data Fabric, and 100% open-source Kubernetes with HPE servers, thus delivering a turn-
key solution platform that provides a high performance, flexible architecture to rapidly deploy containers supporting new application frameworks. 
Building container-based applications in the data center or cloud and deploying them on HPE Edgeline Converged Edge Systems allows for a 
more unified, seamless build/deploy environment. HPE Edgeline Converged Edge Systems can be configured with fast NVIDIA CUDA based 
GPUs, which allows for video processing and/or inference to be performed at the edge, thus enhancing the type and quantity of data that can be 
processed and analyzed at the edge. Ultimately, this results in faster digital transformation for the business.  

With expertise and services from HPE Pointnext and HPE GreenLake, you can decide whether to purchase hardware upfront, or move to a pay-
as-you-go consumption model. 

SOLUTION OVERVIEW 
HPE Container Platform solution components  
This solution is built by deploying the HPE Container Platform on HPE ProLiant Gen10 servers, which provide high density compute and 
datastore and elasticity required in large enterprises. Following are the major components or technologies used in this solution: 

• HPE Container Platform 

• HPE Machine Learning Ops 

• HPE ProLiant Gen10 servers in the data center 

• HPE Edgeline Converged Edge Gen10 Systems at the intelligent edge 

These components are briefed in the following sections. 

  

 
 
 
 
1 6 Best Practices for Creating a Container Platform Strategy,” - https://www.gartner.com/smarterwithgartner/6-best-practices-for-creating-a-container-platform-strategy 
2 Worldwide Container Infrastructure Software Market Shares, 2017: Containers Poised for Growth,” Doc # US43408418, IDC, Dec 2018 - 

https://www.idc.com/getdoc.jsp?containerId=US43408418 

http://www.hpe.com
https://www.gartner.com/smarterwithgartner/6-best-practices-for-creating-a-container-platform-strategy
https://www.idc.com/getdoc.jsp?containerId=US43408418
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HPE Container Platform 
The HPE Container Platform is a unified container platform designed for both cloud-native applications and stateful analytics applications 
running on any infrastructure either on-premises, in multiple public clouds, in a hybrid model, or at the edge. Figure 1 shows the high level HPE 
Container Platform architecture. 

  

FIGURE 1. HPE Container Platform architecture 

Figure 2 shows block diagram for the HPE Container Platform control plane layout.  

 

FIGURE 2. HPE Container Platform control plane 

http://www.hpe.com
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HPE Data Fabric 
The HPE Container Platform will install and configure the HPE Data Fabric for AI and advanced analytics. This HPE Data Fabric as shown in 
Figure 3 is a distributed file and object store from MapR that manages both structured and unstructured data. It is designed to store data at 
exabyte scale, supports trillions of files, and combines analytics and operations into a single platform. It supports industry standard protocols and 
APIs, including POSIX, NFS, S3, and HDFS. With production-ready capabilities such as policy-based data tiering, consistent snapshots, and 
mirroring, the HPE Data Fabric serves as the enterprise standard for meeting stringent storage and processing SLAs across on-premises, hybrid 
cloud, and edge deployments. 

All applications running in containers will be able to natively access data across the fabric through DataTap as well as through FSMount. 
Persistent volumes will be seamlessly available across clusters from the HPE Data Fabric. The HPE Data Fabric provides pre-integrated, scale-
out, and edge-ready persistent storage along with HPE Data Fabric for data services. The unique features provided by the HPE Data Fabric are:  

• Enterprise data persistence with fast, flexible, and consistent data access from edge to core to cloud for multiple tenants leveraging a global 
name space and supporting multi-protocol access 

• Auto-tiering that enables effortless data scale with seamless hot, warm, cold data tiering across hybrid cloud environments 

• Secure and portable data access and controlled data and app mobility from core to cloud to edge using a common security and governance 
model 

• Deployed clusters viewed as a single, logical, local cluster that are run globally 

• Distributed metadata service and support of limitless scale (billions of files, PBs of data) with no single point of failure 

• Ability to bring your AI/ML tool of choice without having to create another copy/silo of data 

• HA/Resiliency/DR capabilities for mission-critical deployments through automatic services failover, container re-replication and mirroring 

• Single distributed HPE Data Fabric that can store files, tables, and message topics with data portability across nine (9) industry standard APIs 

• Multi-tenancy to support a range of application types in one platform 

 

FIGURE 3. HPE Data Fabric 

http://www.hpe.com
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HPE Container Platform for edge analytics 
The HPE Container Platform leverages the Docker container technology and patented innovations to deliver self-service, speed, and efficiency 
for deploying analytics and scoring models at the edge. 

The HPE Container Platform can be deployed on any infrastructure – whether on-premises, in the public cloud (e.g. AWS, Azure, and GCP), on 
the edge or a hybrid architecture. The HPE Container Platform installs as a software layer between the underlying server infrastructure and the 
Big Data distributions, AI/ML libraries and applications. The use of Docker is completely transparent, and the HPE Container Platform customers 
benefit from greater agility and performance due to the lightweight nature of containers. They can leverage the flexibility of Docker to simplify 
the end-to-end development lifecycle for AI/ML and Big Data applications, and the portability of containers to simplify the deployment of models 
that are developed on-premises and/or cloud development to production at the edge. 

Key features 
Multi-tenant management: Fast, easy deployment, management, and monitoring of multiple clusters with out-of-the-box configuration of 
networking, load balancing, and storage. 

Hybrid deployments: The ability to deploy on any infrastructure—on-premises, in multiple public clouds, or at the edge. 

Pre-integrated with persistent container storage: Fully managed, pre-integrated, scale-out, edge-ready persistent storage with the HPE Data 
Fabric. Also, DataTap and FSMount provide connectivity to external data without copying the data locally. 

100% open-source Cloud Native Computing Foundation (CNCF) Kubernetes: KubeDirector, an open-source Kubernetes-based controller, 
helps to deploy non-cloud-native, stateful apps. The HPE Container Platform is a CNCF certified Kubernetes distribution. 

Enterprise-grade security and control: Integrations into enterprise security and authentication services with support for high availability, fault 
tolerance, and resiliency for mission-critical enterprise applications.  

Key benefits 
Greater flexibility: A unified platform for orchestration of cloud-native and non-cloud-native applications on-premises, in any public cloud, and 
at the edge. 

Boost productivity: Delivers a self-service experience through a curated App Store of prebuilt application images. Streamlined deployment and 
management for a wide range of analytics use cases including application modernization, AI/ML, big data analytics, IoT, and CI/CD. 

Reduced risk: Enterprise-class security with integrations into enterprise security and authentication services. In-place access to enterprise data 
sources without creating data copies. 

Reduced cost: Lower total cost of ownership with reduced admin overhead and elimination of the virtualization tax with bare-metal 
containerization. 

Improved ROI: Improves utilization of hardware which increases the return on hardware investment. 

The HPE Container Platform includes an “App Store” with pre-configured Docker images for common AI/ML tools, Big Data frameworks, and 
applications. The platform provides an App Workbench that enables administrators to easily modify and update the pre-configured Docker 
images in their App Store (e.g., with a different version of the application or distribution) – or create new images for other applications and tools. 
Each HPE Container Platform customer has its own App Store populated with the applications and tools that their users need, thus providing the 
ultimate flexibility and configurability.  

http://www.hpe.com
https://www.cncf.io/certification/software-conformance/
http://www.bluedata.com/product/appstore
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Figure 4 shows a partial sample of the applications available in the App Store. 

 

FIGURE 4. HPE Container Platform App Store 

  

http://www.hpe.com
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HPE Machine Learning Ops (ML Ops) 
HPE ML Ops is an optional software add-on to the HPE Container Platform that extends the speed and agility of the HPE Container Platform by 
bringing the power of containers to the entire machine learning lifecycle — data preparation, model build, model training, model deployment, 
collaboration, and monitoring. HPE ML Ops is an end-to-end data science solution with the flexibility to run on-premises, in multiple public 
clouds, or in a hybrid model and respond to dynamic business requirements in a variety of use cases. Figure 5 shows the HPE ML Ops solution.  

 

FIGURE 5. HPE Machine Learning Ops 

With the HPE ML Ops solution, data science teams involved in the ML/DL Lifecycle of building and deploying ML models can benefit from the 
industry’s most comprehensive operationalization and lifecycle management solution for enterprise AI: 

• Model building: Pre-packaged, self-service sandbox environments for ML tools and data science notebooks such as TensorFlow, Keras, 
PyTorch, and more.  

• Model training: Scalable training environments with secure access to Big Data. Single node or distributed multimode clusters—for 
development, test, or production workloads. Patented innovations provide high performing training environments, with compute and storage 
separation, that can securely access the shared enterprise data sources on-premises or cloud-based storage. 

• Model deployment: Flexible, scalable, endpoint deployment can deploy the model’s native runtime image, such as Python, R, H2O into a 
secure, highly available, and load balanced HPE Edgeline Converged Edge System. An integrated model registry enables version tracking and 
seamless updates to models in production. Auto scaling from HPE ML Ops dynamically scales nodes for the scoring engines. 

• Model monitoring: End-to-end visibility across the ML model lifecycle. Complete visibility into runtime resource usage such as GPU, CPU, and 
memory utilization. Ability to track, measure, and report model performance. The third party integrations help in tracking accuracy and 
interpretability. 

• Collaboration: Enable CI/CD workflows with code, model, and project repositories. Project repository and GitHub integration of HPE ML Ops 
provide source control, ease collaboration, and enable lineage tracking for improved auditability. The model registry stores multiple models, 
including multiple versions with metadata for various runtime engines in the model registry. 

http://www.hpe.com
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• Security and control: Secure multi-tenancy with integration to enterprise authentication mechanisms. HPE ML Ops software provides 
multitenancy and data isolation to ensure logical separation between each project, group, or department within the organization. HPE ML Ops 
integrates with the enterprise security and authentication mechanisms such as LDAP, Active Directory, and Kerberos. 

• Hybrid deployment: Support for on-premises, public cloud, or hybrid cloud. HPE ML Ops runs on-premises on any infrastructure, on multiple 
public clouds, or in a hybrid model, providing effective utilization of resources and lower operation costs. 

Figure 6 shows the ML/DL lifecycle. Data Prep, Build, Train, and Monitor happen predominantly in the cloud or core data center. The Deploy 
cycle can happen anywhere, and in IoT environments, it happens at the intelligent edge.  

 

FIGURE 6. ML/DL lifecycle  

HPE Edgeline Converged Edge Systems for analytics  
Simply put, the edge is everywhere that is not the data center or cloud, such as a factory floor, an oil rig at sea, an airport or a remote office. The 
“things” residing at the edge are rapidly growing sources of data—cars, drills, pumps, cameras, and practically all other devices. 

The ability to rapidly and efficiently capture, analyze, and act on this data enables organizations to optimize operations, redefine employee 
experiences, improve customer satisfaction, and differentiate business models. 

Unleashing the edge’s full potential requires running existing and new enterprise-class business applications unmodified at the edge—not just 
pared-down “edge versions”. Workloads running in the data center or cloud must all run identically at the edge—whether containers, virtual 
machines, databases, software-defined storage, or something else. 

Hewlett Packard Enterprise has a family of servers that are purpose built to deploy at the edge. They have been ruggedized, so that they tolerate 
environmental influences like heat, shock and vibration. These systems support continuous operations in temperatures between 0°C and 55°C 
and utilize industry standard processors from Intel® that run industry standard operating systems, such as Red Hat Enterprise Linux®, CentOS, 
SUSE®, and Windows®.  

The HPE Edgeline Converged Edge family that has been certified to run the HPE Container Platform consists of the HPE EL1000, the HPE 
EL4000, and the HPE EL8000. Each of these will be detailed in the following sections. 

http://www.hpe.com


Reference Architecture Page 11 

 

 

  

 

 

 
 

 

Hardware at the edge 
HPE Edgeline EL1000 Converged Edge System 
Figure 7 is a photograph of the HPE Edgeline 1000. 

 

FIGURE 7. HPE Edgeline EL1000 Converged Edge System 

The HPE Edgeline EL1000 Converged Edge System is available in three different chassis types. They are: 

• HPE Edgeline EL1000 1GbE 2xRJ45 v2 Pass Thru System 

• HPE Edgeline EL1000 10GbE 2xSFP+ v2 Pass Thru System 

• HPE Edgeline EL1000 1GbE 2xRJ45 Pass Thru PXIe System 

A server cartridge is inserted into the EL1000 chassis. The server cartridge has an Intel processor and memory associated with it. The HPE 
ProLiant m510 Server Cartridge is avalable to be inserted into the EL1000 chassis. For more information on the server cartridge, see HPE 
ProLiant m510 Server Cartridge. 

The HPE Edgeline EL1000 has the following speciality card options: 

• HPE Networking: 

– HPE Ethernet 10/25Gb 2-port 640SFP28 Adapter 

– HPE InfiniBand FDR/Ethernet 10Gb/40Gb 2-port 544_QSFP Adapter 

– HPE InfiniBand EDR/Ethernet 2-port 841QSFP28 Adapter 

• HPE GPU Accelerator: 

– HPE NVIDIA Tesla T4 16GB Computational Accelerator 

The HPE Edgeline EL1000 Converged Edge System provides mounting options, so that it can be mounted in a rack or on the wall. 

HPE Edgeline EL4000 Converged Edge System 
Figure 8 is a photograph of the HPE Edgeline EL4000 Converged Edge System. 

 

FIGURE 8. HPE Edgeline EL4000 Converged Edge System 

http://www.hpe.com


Reference Architecture Page 12 

 

 

  

 

 

 
 

 

The HPE Edgeline EL4000 Converged Edge System is available in three different chassis types. They are: 

• HPE Edgeline EL4000 10GbE 2xSFP+ v2 Switch System 

• HPE Edgeline EL4000 4x10GbE 2xQSFP+ v2 Pass Thru System 

• HPE Edgeline EL4000 10GbE 2xSFP+ Switch PXIe System 

The HPE Edgeline EL4000 has support for one to four server cartridges to be installed in the system. The HPE ProLiant m510 Server Cartridge 
is avalable to be inserted into the EL4000 chassis. For more information on the server cartridge, see HPE ProLiant m510 Server Cartridge. 

The HPE Edgeline EL4000 has the following specialty card options: 

• HPE Networking: 

– HPE Ethernet 10/25Gb 2-port 640SFP28 Adapter 

– HPE InfiniBand FDR/Ethernet 10Gb/40Gb 2-port 544_QSFP Adapter 

– HPE InfiniBand EDR/Ethernet 2-port 841QSFP28 Adapter 

• HPE GPU Accelerator: 

– HPE NVIDIA Tesla T4 16GB Computational Accelerator 

– HPE AMD Radeon Pro WX4100 Graphics Accelerator 

– HPE NVIDIA Quadro P1000 Graphics Accelerator 

The HPE Edgeline EL4000 has mounting options that allow you to mount it in a rack, on a wall or on a shelf, making placement within any 
environment easy. 

HPE ProLiant m510 Server Cartridge 
The HPE ProLiant m510 Server Cartridge, as shown in Figure 9, is available with either an eight core or a sixteen core Intel Xeon® processor and 
up to 128GB of memory. When paired with the available NVIDIA Tesla T4 GPU, this server cartridge can perform inference operations at the 
edge, allowing rapid enhancement of the models being executed for capture, control, and alerting. 

There is an internal M.2 slot that can be populated with a 64GB, 120GB or 240GB SSD drive. There are also two internal NVMe slots that can be 
populated with 256GB, 512GB, 1TB and 2TB NVMe drives. When combined, there is a total available internal storage of 4.24TB on the HPE 
ProLiant m510 Server Cartridge. Figure 9 shows the HPE ProLiant m510 Server Cartridge. 

 

FIGURE 9. HPE ProLiant m510 Server Cartridge 

http://www.hpe.com
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HPE Edgeline EL8000 Converged Edge System 
The HPE Edgeline EL8000 Converged Edge System, as shown in Figure 10, brings high-power computing to the edge of networks, which 
previously had limited computing capacity. 

 

FIGURE 10. HPE Edgeline EL8000 Converged Edge System 

The HPE Edgeline EL8000 Converged Edge System supports the 1U e910 and the 2U e910 server blades. It support up to four 1U server 
blades and up to two 2U server blades. Mixing of blades is supported within the same chassis, for example one 2U server blade and two 1U 
server blades would be the maximum quantity of mixed blades. 

Also available in the HPE Edgeline EL8000 is a small form factor (SFF) drive bay with a maximum capacity of 8 drives. The drive bay may only 
be used with a 2U e910 server blade. Since the drive bay takes up a 2U slot and the 2U e910 takes up the other 2U, in this configuration only 
one server blade is available per chassis. The drives are all hot swappable. In addition, the entire drive bay is removeable and replaceable. This is 
done to enable quick data transport for applications where downloading data is not feasible or may require more time. In order to remove and 
replace the drive bay, the server blade must have been quiesced. The drive capacities available for insertion into this drive bay are 400GB SAS, 
800GB SAS, 480GB SATA, 3.84TB SATA, and 15.36TB SAS. 

To reduce network cabling, up to two 10Gb unmanaged network switches may be installed in the chassis. When these are installed, one 10GbE 
lane from each compute blade terminates in a single SFP+ uplink. 

GPU options available in the HPE Edgeline EL8000 Converged Edge System are: 

• HPE NVIDIA Tesla V100 PCIe 32GB Computational Accelerator 

• HPE NVIDIA Tesla T4 16GB Computational Accelerator 

• Intel Stratix® 10 SX FPGA Accelerator 

• HPE NVIDIA Quadro TRX 6000 Graphics Accelerator 

http://www.hpe.com
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HPE ProLiant e910 1U and 2U server blades 
Figure 11 shows the picture of HPE ProLiant e910 1U server blade. 

 

FIGURE 11. HPE ProLiant e910 1U server blade 

Figure 12 shows the picture of HPE ProLiant e910 2U server blade. 

 

FIGURE 12. HPE ProLiant e910 2U server blade 

The HPE ProLiant e910 2U server blade comes in two form factors. They are 1U and 2U. The difference between the two is expandability. The 
1U server blade has one half height, half length PCIe slot. The 2U server blade has two half height, helf length PCIe slots and three full height, full 
length PCIe slots. In additon, the 2U server blade has an expansion top for additional PCI slots. 

Both versions of the e910 server blade have the following Intel Xeon Scalable Processor Family processors as shown in Table 1. 

TABLE 1. Processors available in the e910 server blade 

Intel Xeon SP Frequency Cores DDR4 MHz Max Memory 

Gold 6212U Processor 2.4GHz 24 2933MT/s 1TB 

Gold 6244 Processor 3.6GHz 8 2933MT/s 1TB 

Gold 6230N Processor 2.3GHz 20 2933MT/s 1TB 

Gold 6254 Processor 3.1GHz 18 2933MT/s 1TB 

Gold 8280M Processor 2.7GHz 28 2933MT/s 2TB 

Silver 4210 Processor 2.2GHz 10 2933MT/s 1TB 

 

http://www.hpe.com
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The HPE ProLiant e910 server blades have 12 memory slots, with six channels per processor and two memory slots per channel available. 
Memory speed is 2933MT/s. Memory is available in 8GB, 16GB, 32GB, 64GB and 128GB DIMM sizes. Available memory sizes are shown in 
Table 2. 

TABLE 2. Processors available in the e910 server blade 

Type Max memory  Slots used 

Maximum Capacity (LRDIMM) 1.5TB 12 x 128GB LRDIMM 

Maximum Capacity (LRDIMM) 768GB 6 x 128GB LRDIMM 

Maximum Capacity (LRDIMM) 768GB 12 x 64GB LRDIMM 

Maximum Capacity (RDIMM) 384GB 12 x 32GB RDIMM 

Maximum Capacity (RDIMM) 192GB 12 x 16GB RDIMM 

Maximum Capacity (RDIMM) 96GB 12 x 8GB RDIMM 

 

Both the 1U and the 2U HPE ProLiant e910 server blades have two SATA M.2 SSD drive slots and four M.2 NVMe drive slots. The available 
SATA M.2 drive sizes available are 120GB and 240GB. The available M.2 NVMe drive slot sizes available are 256GB, 512GB, 1TB, 1.92TB, 2TB 
and 3.84TB. 

NVIDIA Tesla T4 GPU 
All HPE Edgeline Converged Edge System chassis detailed above are able to accommodate the NVIDIA Tesla T4 GPU for inferencing and video 
graphics analysis at the edge. 

Figure 13 shows a photograph of the NVIDIA T4 GPU. 

 

FIGURE 13. NVIDIA Tesla T4 GPU 
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Table 3 contains the characteristics of the NVIDA Tesla T4 GPU1. 

TABLE 3. NVIDIA Tesla T4 GPU features 

METRIC TYPE Metric Name Metric 

Performance Turing Tensor Cores 320 

 NVIIDIA CUDA Cores 2,560 

 Single Precision Performance (FP32) 8.1 TFLOPs 

 Mixed Precision (FP16/FP32) 65 FP16 TFLOPs 

 Int8 Precision 130 Int8 TOPs 

 Int4 Precision 260 Int4 TOPs 

Interconnect Gen3 x16 PCIe 

Memory Capacity 16GB GDDR6 

 Bandwidth 320+ GB/sec 

Power Maximum Power Consumption 70 watts 

 

NVIDIA Tesla V100 PCIe GPU 
The HPE Edgeline EL8000 Converged System also supports the NVIDIA Tesla V100 GPU. This GPU provides for inferencing and video analytics 
processing at the edge. In addition, it supports machine learning right at the edge. 

Figure 14 shows a picture of the NVIDIA Tesla V100 GPU. 

 

FIGURE 14. NVIDIA Tesla V100 GPU 

  

 
 
 
 
1 Information courtesy of NVIDIA, found at this URL: https://www.nvidia.com/en-us/data-center/tesla-t4/. 
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Table 4 contains the characteristics of the NVIDA Tesla V100 GPU1. 

TABLE 4. NVIDIA Tesla T4 GPU features 

METRIC TYPE Metric Name Metric 

Performance Turing Tensor Cores 640 

 NVIIDIA CUDA Cores 5,120 

 Single Precision Performance 14 TFLOPs 

 Double Precision Performance 7 TFLOPs 

 Tensor Performance  112 TFLOPs 

Interconnect Gen3 x16 PCIe 

Memory Capacity 32GB HBM2 

 Bandwidth 900GB/sec 

Power Maximum Power Consumption 250 watts 

 

HPE CONTAINER PLATFORM DEPLOYMENT ON HPE EDGELINE CONVERGED EDGE SYSTEMS 
BEST PRACTICES 
Deploying the HPE Container Platform on the HPE Edgeline Converged Edge Systems provides flexibility in deploying your workloads and 
managing your resource growth, by decoupling storage from compute. This section is intended to provide the high-level guidance and best 
practices for deploying the HPE Container Platform and the HPE ML Ops solution on the HPE Edgeline Converged Edge Systems.  

Figure 15 shows a graphical representation of the container and model creation, training, deployment and monitoring environment. Note that the 
model and container are created and trained in the data center or cloud. Once the training is completed, the container which encompasses the 
model is pushed to the edge for deployment. 

At the edge, as the model is refined and experience is gained, the model and results are sent back to the data center or cloud for updating and 
re-training. This is a continuous loop. 

 

 
 
 
 
1 Information courtesy of NVIDIA, found at this URL: https://images.nvidia.com/content/technologies/volta/pdf/tesla-volta-v100-datasheet-letter-fnl-web.pdf 
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FIGURE 15. Logical view of create, train, deploy and monitor life cycle 

NOTE 
The scenario that has been tested and validated is one where the HPE Edgeline systems join an existing HPE Container Platform. The HPE 
Edgeline servers were deployed as nodes within the cluster and had containers instantiated on them. The cluster control plane was provided by 
other HPE Gen10 servers. 

HPE and NVIDIA GPUs 
HPE ProLiant servers offer NVIDIA accelerators for high performance computation for deep learning, high-performance computing (HPC) 
workloads, or graphics. The NVIDIA accelerators for HPE ProLiant servers seamlessly integrate GPU computing with select HPE server families. 
Designed for power-efficient, high-performance supercomputing, NVIDIA accelerators deliver dramatically higher application acceleration than a 
CPU-only approach for a range of deep learning, scientific, and commercial applications. The thousands of NVIDIA CUDA® cores of each 
accelerator allow it to divide large computing or graphics tasks into thousands of smaller tasks that can be run concurrently, thus enabling much 
faster simulations and improved graphics fidelity for extremely demanding 3D models. 

For more detailed information, refer to HPE AI and deep learning at https://www.hpe.com/us/en/solutions/artificial-intelligence.html. 

HPE Container Platform CPU and memory 
The CPU and memory requirements presented in Table 5 provide some general guidelines; however, your actual needs will depend on several 
factors, including: 

• For optimal performance, the total number of CPU cores on each host should equal to the flavor(s) you will be using multiplied by the number 
of concurrent instances of that flavor that will be in use on that host. For example, the HPE Container Platform-default Small flavor uses four 
(4) vCPU cores per virtual node. If you plan to run two virtual nodes of this flavor on each host, then each host should have 8 CPU cores. You 
should also consider having at least one extra CPU core available for management and other overhead. This level of sizing ensures one 
physical CPU core per vCPU; however, the HPE Container Platform does allow you to over-provision the CPU cores. 

• The amount of RAM on each host depends on the flavors used multiplied by the number of concurrent instances of that flavor that will be in 
use on that host. The HPE Container Platform requires an additional 1/16 of this total plus another 5GB. For example, the HPE Container 
Platform-default Medium flavor uses 32GB of memory per virtual node. With two virtual nodes of this flavor on each host, each host should 
have 73GB of memory or more. 

– Medium Flavor (32GB RAM) multiple by two virtual nodes equals 64GB of RAM  

– 1/16 of 64GB is 4GB, and 64GB plus 4GB is 68GB  

– Add the additional 5GB to obtain 73GB total  

TABLE 5. Sample deployment node sizes 

Node Size Virtual CPUs Memory GB Node Storage GB 

Small 4 16 250 

Medium 8 32 250 

Large 12 64 250 

 

Table 6 provides some general guidelines; however, your actual needs will depend on the aforementioned factors. 

TABLE 6. HPE Container Platform host CPU and memory recommendations 

Host Type Deployment Size Memory Processor 

HPE Container Platform – Compute Starter 128GB Intel Xeon D-1548 – 8C 2.0GHz 

http://www.hpe.com
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Host Type Deployment Size Memory Processor 

 Medium 128GB Intel Xeon D-1587 – 16C 1.7GHz 

 Large 384-768 GB Intel Gold 6254 – 18C 3.1GHz 

HPE Container Platform – GPU Starter 384GB Intel Gold 6254 – 18C 3.1GHz 

 Medium 384-768 GB Intel Gold 6212U – 24C 2.4GHz 

 Large 384-768 GB Intel Gold 8280M – 28C 2.7GHz 

HPE Container Platform – Gateway All 192GB Intel Gold 6254 – 18C 3.1GHz 

 

To assist in sizing an HPE Container Platform cluster, Hewlett Packard Enterprise has developed a sizing tool that can be found at 
https://solutionsizers.ext.hpe.com/EPASizer/. 

HPE Container Platform storage recommendations 
There are two main types of storage available on the HPE Container Platform. Those storage types are ephemeral storage and persistent 
storage. 

Ephemeral storage is container based storage, meaning it is included with every deployed container. When you define a container within HPE 
Container Platform, you define the amount of storage for that container. The storage is then allocated on the server on which the container is 
deployed, so that it is local to the container. Ephemeral storage is available to the container as long as the container is not deleted. However, 
once the container is deleted, the container’s storage is removed, which means any data stored in that container’s ephemeral storage is removed 
as well. 

Persistent storage lives beyond the life of a single container. However, persistent storage is distributed throughout the HPE Container Platform 
cluster. If, for example, you have replication set to 3, that means there will be three copies of the data. One of those copies may or may not exist 
on the server that hosts your container. The other two copies of the data will definitely not reside on the server that hosts your container. 
Persistent storage uses the network to distribute copies of the data. 

To reduce the amount of network traffic from the intelligent edge to the data center or cloud, it is recommended not to use the persistent 
storage to store streaming, high bandwidth data. Instead, use the ephemeral storage, which is local to the server that’s hosting the container. 

One of the attractive features of HPE Container Platform is that, regardless of whether the node participates in hosting persistent storage, that 
node has access to the persistent storage. Persistent storage is made available to the container using a Linux mount point. All that is required to 
place data in persistent storage is to open a file that is placed within the Linux mount point. 

HPE Container Platform networking 
Hewlett Packard Enterprise recommends deploying 10Gbps Ethernet adapters on all HPE Container Platform hosts.  

As stated in the prior section, the intent is to reduce the movement of data from the edge to the data center or cloud and back again. Most of the 
initial analysis and inference can take place at the edge because Hewlett Packard Enterprise has more powerful servers that are hardened and 
can be placed at the edge. 

In this scenario, the data to be transferred to the data center from the edge is the summary data. Similarly, developing models and containers in 
the data center and pushing those models and containers out to the edge is an effective way to deploy and use as few networking resources as 
possible.  

SUMMARY 
Companies are driving digital transformation and investing in innovation to better compete. They are looking to simplify production 
environments in a hybrid cloud environment and drive command, control and collection of data at the intelligent edge. In order to do so, they 
may have a mandate to move their application portfolio to containers. They are struggling to migrate non-cloud-native enterprise applications 

http://www.hpe.com
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running on-premises into containers due to lack of time and expertise to re-architect or refactor all these applications to cloud-native 
microservices-based applications.  

With the HPE Container Platform, enterprise organizations now have a unified Kubernetes-based software solution for both traditional analytics 
workloads and cloud-native application workloads at the edge, streamlining deployment and operation with consistent orchestration and 
management. The platform acts as the control plane for container management and provides persistent container storage across multiple 
versions of open source Kubernetes for container orchestration.  

This next-generation container platform dramatically reduces cost and complexity by running containers on bare-metal – while providing the 
flexibility to deploy on virtual machines and cloud instances in a hybrid or multi-cloud model. The solution provides customers with greater 
efficiency, higher utilization, and bare-metal performance by “collapsing the stack” and eliminating the need for virtualization. Developers have 
secure on-demand access to their environments so they can develop apps and release code faster, with the portability of containers to build once 
and deploy anywhere. IT teams can manage multiple Kubernetes clusters with multi-tenant container isolation and data access, for any workload 
from edge to core to cloud. They can also extend the benefits of containers beyond cloud-native microservices-architected stateless applications, 
providing the ability to containerize monolithic stateful analytic applications with persistent data. 

When deployed on HPE Edgeline Converged Edge Systems, enterprises can get started delivering a simpler, more scalable approach to 
modernize analytics applications on container architectures. This helps organizations to drastically increase the velocity of application 
development and accelerate digital transformation. 

This Reference Configuration provides an enterprise grade solution and enables the organization to increase agility, simplify operations and 
deliver a cloud-like experience and better return on investment. 
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RESOURCES AND ADDITIONAL LINKS 
HPE Container Platform, https://www.hpe.com/us/en/solutions/container-platform.html  

BlueData, https://www.hpe.com/info/bluedata  

MapR, https://www.hpe.com/us/en/solutions/mapr.html 

HPE Big Data Solutions, http://www.hpe.com/bigdata 

HPE Reference Architectures, https://www.hpe.com/docs/reference-architecture 

HPE Servers, hpe.com/servers 

HPE Storage, hpe.com/storage 

HPE Edgeline Converge Edge Systems, https://www.hpe.com/us/en/servers/edgeline-systems.html  

HPE Edgeline EL1000 Converged Edge System, https://www.hpe.com/uk/en/product-catalog/servers/edgeline-systems/pip.hpe-edgeline-
el1000-converged-iot-system.1008670396.html 

HPE Edgeline EL4000 Converged Edge System, https://buy.hpe.com/us/en/servers/edgeline-systems/edgeline-systems/edgeline-converged-
edge-systems/hpe-edgeline-el4000-converged-edge-system/p/1008670180 

HPE Edgeline EL8000 Converged Edge System, https://buy.hpe.com/us/en/servers/edgeline-systems/edgeline-systems/edgeline-converged-
edge-systems/hpe-edgeline-el8000-converged-edge-system/p/1011622898 

HPE Networking, hpe.com/networking 

HPE Technology Consulting Services, hpe.com/us/en/services/consulting.html 

 

To help us improve our documents, please provide feedback at hpe.com/contact/feedback. 
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